The core idea is deceptively simple: instead of running GLiNER through Python and Torch at inference time, we export the model to an independent execution graph that contains both the computation logic and the model weights. This means inference can happen entirely without Python or Torch dependencies.

Two standards define this kind of portable ML representation:

ONNX (Open Neural Network Exchange) is the broadly supported IR for runtime-agnostic ML computation graphs. The ONNX CPU Execution Provider runs on any CPU and is our baseline for older hardware.

OpenVINO (Intel's open-source inference toolkit) takes ONNX a step further — specifically optimized for Intel silicon and, critically, for CPUs with BF16 (16-bit brain floating point) vectorized math support. On newer CPUs - Intel Granite Rapids, Intel Emerald Rapids, AMD Turin - the difference is significant.

GLiNER has three layers with dynamic rank (a dynamic number of tensor dimensions) that neither ONNX nor OpenVINO handle cleanly out of the box. We need to patchthose layers directly to produce a compilable graph. We also have to export in two steps - first to ONNX (to preserve high-level meaning of specific layers like LSTM), then to OpenVINO. The full export now runs in CI/CD as part of the ML models image build.




The Results: 
benchmarked across a representative test set of ~700 unstructured files - 100 PDFs, 100 DOCX files, and equivalents across other formats - simulating the full scanning pipeline from parsing to entity extraction, matching real production conditions.

	Machine
	CPU
	Scan Time

	c4d-standard-8
	AMD Turin 5th gen
	17m 52s

	m8a.2xlarge
	AMD Turin 5th gen
	16m 52s

	m8i.2xlarge
	Intel Granite Rapids 5th gen
	22m 18s

	D8s_v6
	Intel Emerald Rapids 5th gen
	25m 40s






Correctness: Validated Within One Percentage Point
A performance improvement that changes what you find is not an improvement - it's a different product. We validated the patched GLiNER against the reference model on 300 test cases:


	Variant
	Precision
	Recall

	Reference (standard GLiNER)
	72.70%
	85.17%

	IPEX
	73.20%
	84.36%

	OpenVINO BF16
	72.98%
	84.65%

	ONNX CUDA FP32
	72.67%
	85.17%

	ONNX CUDA FP16
	72.77%
	85.00%



Precision and recall for the patched model are within a single percentage point of the reference across all variants. At scale, scanning petabytes of unstructured data, that level of fidelity is what makes the classification trustworthy.

